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The many faces of sparse coding

Interpretable neural networks for source separation/sparse
dictionary learning

Deep sparse coding and hierarchical sensory processing
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Electrophysiological recordings of neural spiking
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Auto-encoders for spike sorting



Blind source separation by dictionary learning



Convolutional generative model
The generative model for shift-invariant sparse representation:

yn =

C∑
c=1

hc[n] ∗ xc[n] + vn

Sources Data

(Linear-algebraic form) y =
[
H1| · · · |HC

] x1
...
xC

+ v = Hx+ v

Given only the data y, how to solve for H and x?
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Spatio-temporal generalizations of convolutional model



Pervasiveness of y = Hx+ v model

y = Hx+ v

Discipline y H x Conv?
Neuro Electrode array Neurons event times/amplitudes Y
Acoustics Mic. array Sound source event times/amplitudes Y
Astro Tel. array Celest. objects location/intensity Y
Part. physics Detector observ. (mixture) Particle “topics” Proportions N
Optics Intensity Scattering matrix Object N/Y
Genomics Cell gene expr. Gene expr. modules Gene expr. levels N
Text Word hist. Topic hist. Topic proportions N
Radar Antenna array Sources Locations Y
· · ·



Optimization perspective

Given J examples of data {yj}Jj=1,

CDL solves:

min
(xj)Jj=1,(hc)

C
c=1

J∑
j=1

1

2

∣∣∣∣yj −Hxj
∣∣∣∣2
2
+ λ

∣∣∣∣xj∣∣∣∣
1

s.t. ||hc||2 ≤ 1 for c = 1, · · · , C,
where λ > 0 (regularization parameter enforcing sparsity).



Convolutional sparse coding step

Given the filters,

CSC is separable over J examples

min
xj

1

2

∣∣∣∣yj −Hxj
∣∣∣∣2
2
+ λ

∣∣∣∣xj∣∣∣∣
1

This step is

I Embarrassingly parallelizable.

I Amenable to GPU processing (long recordings).



ReLU nonlinearity from sparse approximation in 1D

x̂ = argmin
x∈R+

1

2
(y − x)2 + λ|x|

= max(y − λ, 0)
= ReLU(y − λ).



Neural net with ReLU from sparse approximation

Case 1: HTH = I

x̂ = argmin
x∈Rr

1

2
||y −Hx||22 + λ ||x||1

= ReLU
(
HTy − λ

)
.

Case 2: HTH 6= I, σmax(H
TH) ≤ L

xt = ReLU

(
xt−1 + αHT(y −Hxt−1)−

λ

L

)



Other nonlinearities?

log pX(x) ∝
− x2

2σ2
−
1{x≤0} − x2

2σ2
+
1{x≥0}

−6 −4 −2 0 2 4 6

x

0.00

0.02

0.04

0.06

0.08

0.10

0.12

0.14

p X
(x

)

x̂ = argmin
x∈R

1

2
(y − x)2 − logpX(x) =?

=
σ2
−

1 + σ2
−
y1{y≤0} +

σ2
+

1 + σ2
+

y1{y≥0}

= LeakyReLu (y;σ+, σ−) .



Convolutional dictionary update Step

min
(hc)Cc=1

J∑
j=1

1

2

∣∣∣∣yj −Hxj
∣∣∣∣2
2

s.t. ||hc||2 ≤ 1 for c = 1, · · · , C.

This step is

I Computationally Expensive.

I Not parallelizable over J examples.



Auto-encoder for CDL by deep unfolding and weight tying

1. Nonlinear encoder:
xt = ReLU

(
xt−1 + αHT(y −Hxt−1)− λ

L

)
.

2. Linear decoder: ŷ = HxT .

3. Training: backprop with MSE loss.

y ỹt αHT xt xT H ŷ

H

DecoderEncoder

-

Repeat T times



Simulated data
Sources Data

Data: 17 minutes of electrical activity from 3 neurons!
Sampling rate: fs = 10 kHz.
Firing rate: 30 Hz.



AE performs dictionary learning

err(hc, ĥc) =

√
1− 〈hc, ĥc〉2
‖hc‖22‖ĥc‖22
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,ĥ

c)

(h1, ĥ1)
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Training of AE is fast

CRsAE Sporco CBP

Learning Spike Shapes
runtime 69.27 s 319.52 s
iterations 10 89

Spike Sorting runtime 0.93 s 17 hours



Harris dataset: spike sorting and denoising



Unfolded auto-encoders for exponential family data

y ỹt αHT xt xT H

Hf−1(·)

DecoderEncoder

-

Repeat T times

Components for different distributions
(Sb(·) = ReLU(· − b), b depends on λ)

y f−1(·) Encoder Unfolding (xt) Decoder (f(µ̂µµ))

Gaussian R I(·) Sb
(
xt−1 + αHTỹt

)
HxT

Binomial [0..M ] sigmoid(·) Sb
(
xt−1 + αHT( 1

M
ỹt)
)

HxT
Poisson [0..∞) exp(·) Sb

(
xt−1 + αHT (Elu(ỹt))

)
HxT



Auto-encoders for denoising Poisson images



Unfolded auto-encoders with different priors

y ỹt αHT A(·) xt xT H ŷ

H

DecoderEncoder

-

Repeat T times

Activation functions for different priors, for (input x̃t = xt−1 +αHTỹt )

Prior Constraints Expression Activation

Gaussian/Ridge None 1
σ2

∑
x2j

σ2

1/L+σ2
x̃t = c(σ)x̃t

Sparsity x ≥ 0 λ
∑
xj ReLU(x̃t − λ

L
)

2-sided Gaussian None
∑ x2j

σ2
+

1{xj≥0} +
x2j

σ2−
1{xj≤0} c(σ+)x̃t1{x̃t≥0} + c(σ−)x̃t1{x̃t≤0}

Group sparsity x ≥ 0
∑
‖xg‖2

(
x̃t,g − λ

x̃t,g
‖x̃t,g‖2

)
1{‖x̃t,g‖2≥λ}

Simplex x ≥ 0,xT 1 = 1 None ReLU(x̃t − b(x̃t))
· · ·



Auto-encoders for manifold learning
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Deep sparse coding theory guides architecture design
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Predictions of deep sparse coding theory

I Predictions for hierarchical sensory processing
I Sparse activation of neurons at every level
I Increasingly sparse activations as one goes up the hierarchy:

Barlow 1961, (cat neuron, dog neuron?).
I Sparse receptive fields at higher levels of hierarchy.

I Can we design experiments to test/verify/modify?



Implications/Concluding thoughts

1. A principled way to design neural networks. Choices of
I Nonlinearities (e.g. ReLU) ⇐⇒ prior on hidden activations.
I Training loss ⇐⇒ assumptions on data likelihood.

2. Fast learning and inference using GPUs.

3. Interpretable architectures; orders of mag. fewer params. than
standard neural nets.

4. A call for utilizing neural networks in a principled way to

4.1 Solve pattern discovery problems in neuroscience.
4.2 Elucidate principles of hierarchical sensory processing, in

conjunction with experiments.
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